
NLP	  and	  Deep	  Learning	  1:	  
Human	  Language	  &	  Word	  Vectors	  	  

Christopher	  Manning	  

Stanford	  University	  

@chrmanning	  

2015	  Deep	  Learning	  Summer	  School,	  Montreal	  



My plan 
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Morning:	  	  

	  Learn	  a	  liAle	  about	  language	  

	  Word	  embeddings	  

AEernoon:	  

	  Input-‐dependent	  Tree	  Recursive	  Neural	  Networks	  



The nature of human language 
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What’s special about human language? 

4	  

UnOl	  now,	  deep	  learning	  has	  concentrated	  on	  the	  
analysis	  of	  natural,	  raw	  signals:	  

•  Object	  recogniOon	  in	  images	  

•  Bird	  calls	  
•  DetecOng	  cancer	  

Principally,	  any	  meaning	  is	  in	  the	  eye	  of	  the	  beholder,	  
based	  on	  their	  analysis	  of	  the	  signal	  



What’s special about human language? 
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A	  human	  language	  is	  instead	  a	  system	  specifically	  
constructed	  to	  convey	  the	  speaker/writer’s	  meaning	  

A	  human	  language	  is	  a	  discrete/symbolic/categorical	  
signaling	  system	  

•  With	  very	  minor	  excepOons	  for	  expressive	  signaling	  
(“I	  loooove	  it.”	  “Whoomppaaa”)	  

•  Presumably	  because	  of	  greater	  informaOon-‐theoreOc	  
signaling	  reliability	  

•  Symbols	  are	  not	  just	  an	  invenOon	  of	  classical	  AI!	  



What’s special about human language? 

The	  categorical	  symbols	  of	  a	  language	  can	  be	  encoded	  as	  a	  signal	  
for	  communicaOon	  in	  several	  ways:	  

•  Sound	  
•  Gesture	  
•  Images	  (wriOng)	  

The	  symbol	  is	  invariant	  is	  invariant	  across	  different	  encodings!	  

6	  



What’s special about human language? 
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A	  human	  language	  is	  a	  discrete/symbolic/categorical	  
signaling	  system	  

•  Despite	  brain	  encoding	  as	  a	  conOnuous	  paAern	  of	  acOvaOon	  
and	  transmission	  via	  conOnuous	  signals	  of	  sound/vision	  

High-‐dimensional,	  symbolic	  encoding	  of	  words	  creates	  a	  
problem	  for	  neural	  network	  processing	  –	  sparsity!	  

lab	  



Working	  of	  our	  brains	   Usual	  working	  of	  our	  systems	  
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From symbolic to distributed and back 

The	  dog	  is	  Ored	  

The	  dog	  is	  Ored	  

Ored(dog)	  



Distributional word 
representations: Introduction 
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From symbolic to distributed 
representations 

The	  vast	  majority	  of	  rule-‐based	  and	  staOsOcal	  NLP	  work	  
regarded	  words	  as	  atomic	  symbols:	  hotel, conference, 
walk 

In	  vector	  space	  terms,	  this	  is	  a	  vector	  with	  one	  1	  and	  a	  lot	  of	  
zeroes	  

[0 0 0 0 0 0 0 0 0 0 1 0 0 0 0] 

We	  call	  this	  a	  “one-‐hot”	  representaOon.	  

Sec. 9.2.2 



From symbolic to distributed 
representations 

Its	  problem:	  
•  If	  user	  searches	  for	  [Dell	  notebook	  baAery	  size],	  we	  would	  
like	  to	  match	  documents	  with	  “Dell	  laptop	  baAery	  capacity”	  

•  If	  user	  searches	  for	  [SeaAle	  motel],	  we	  would	  like	  to	  match	  
documents	  containing	  “SeaAle	  hotel”	  

But	  

motel [0 0 0 0 0 0 0 0 0 0 1 0 0 0 0]T 
hotel  [0 0 0 0 0 0 0 1 0 0 0 0 0 0 0] = 0 

Our	  query	  and	  document	  vectors	  are	  orthogonal	  

There	  is	  no	  natural	  noOon	  of	  similarity	  in	  a	  set	  of	  one-‐hot	  vectors	  
	  

Sec. 9.2.2 



Distributional similarity-based 
representations 

You	  can	  get	  a	  lot	  of	  value	  by	  represenOng	  a	  word	  by	  
means	  of	  its	  neighbors	  

“You	  shall	  know	  a	  word	  by	  the	  company	  it	  keeps”	  
(J.	  R.	  Firth	  1957:	  11)	  

One	  of	  the	  most	  successful	  ideas	  of	  modern	  NLP 

government debt problems turning into banking crises as has happened in 

         saying that Europe needs unified banking regulation to replace the hodgepodge 

ë	  These	  words	  will	  represent	  banking	  ì	  

	  



Basic idea of learning neural word 
embeddings 
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We	  define	  some	  model	  that	  aims	  to	  predict	  a	  word	  based	  
on	  other	  words	  in	  its	  context	  

	  Choose	  argmaxw	  w·∙((wj−1	  +	  wj+1)/2)	  

	  which	  has	  a	  loss	  funcOon,	  e.g.,	  

	  J	  =	  1	  −	  wj·∙((wj−1	  +	  wj+1)/2)	  

We	  look	  at	  many	  samples	  from	  a	  big	  language	  corpus	  

We	  keep	  adjusOng	  the	  vector	  representaOons	  of	  words	  to	  
minimize	  this	  loss	  

Unit	  norm	  
vectors	  



With distributed, distributional representations, 
syntactic and semantic similarity is captured 

0.286	  
0.792	  
−0.177	  
−0.107	  
0.109	  
−0.542	  
0.349	  
0.271	  

take	  =	  



With distributed, distributional representations, 
syntactic and semantic similarity is captured 

Distributed:	  A	  concept	  is	  
represented	  as	  conOnuous	  
acOvaOon	  levels	  in	  a	  
number	  of	  elements	  

[Contrast:	  local]	  
	  

	  
DistribuOonal:	  Meaning	  is	  
represented	  by	  contexts	  of	  
use	  

[Contrast:	  denotaOonal]	  



king	  

man	  
woman	  

Test	  for	  linear	  relaOonships,	  examined	  by	  Mikolov,	  Yih	  &	  Zweig	  (2013)	  

a:b	  ::	  c:?	  

man	  

woman	  

[	  0.20	  0.20	  ]	  

[	  0.60	  0.30	  ]	  

king	   [	  0.30	  0.70	  ]	  

[	  0.70	  0.80	  ]	  

−

+	  

+	  

queen	  

queen	  

man:woman	  ::	  king:?	  

a:b	  ::	  c:?	  

Word Analogies: Word vectors capture 
dimensions of similarity as linear relations 



Word Analogies: Word vectors capture 
dimensions of similarity as linear relations 

Method	   Syntax	  %	  correct	  

LSA	  320	  dim	   16.5	  [previous	  best]	  

RNN	  80	  dim	   16.2	  

RNN	  320	  dim	   28.5	  

RNN	  1600	  dim	   39.6	  

Method	   SemanKcs	  Spearm	  ρ	  

UTD-‐NB	  (Rink	  &	  H.	  2012)	   0.230	  [Semeval	  win]	  

LSA	  640	   0.149	  

RNN	  80	   0.211	  

RNN	  1600	   0.275	  [new	  SOTA]	  

17	   A then stunning new result by Mikolov, Yih & Zweig at NAACL 2013	  



Distributional representations can 
solve the fragility of NLP tools 

Current	  NLP	  systems	  –	  here,	  the	  Stanford	  Parser	  –	  are	  
incredibly	  fragile	  because	  of	  	  symbolic	  representaOons	  

Crazy	  sentenKal	  
complement,	  such	  as	  for	  
“likes	  [(being)	  crazy]”	  



Distributional word representations 
give great performance gains 

Word	  representaOons	  built	  from	  contexts	  of	  use	  capture	  
meaning	  similarity	  and	  greatly	  help	  all	  NLP	  applicaOons	  
	  

•  +1.4%	  F1	  Dependency	  Parsing	  	  

15.2%	  error	  reducOon	  	  (Koo	  &	  Collins	  2008)	  
•  +3.4%	  F1	  Named	  EnOty	  RecogniOon	  

23.7%	  error	  reducOon	  (Stanford	  NER,	  exchange	  clustering)	  

	  



Neural embeddings 

•  The	  first	  stage	  of	  most	  work	  in	  Deep	  Learning	  NLP	  is	  mapping	  
word	  symbols	  to	  distributed	  vector	  representaOons	  

•  This	  is	  oEen	  either	  so	  useful	  or	  so	  easy	  that	  people	  stop	  there	  
•  The	  use	  of	  word	  vectors	  was	  everywhere	  at	  the	  NAACL	  2015	  
and	  ACL	  2015	  conferences	  this	  year	  

•  But	  simply	  using	  word	  vectors	  is	  not	  deep	  learning	  

•  Neural	  embeddings	  aren’t	  that	  different	  to	  other	  distributed	  
representaOons	  of	  words	  tradiOonally	  used	  in	  NLP	  for	  lexical	  
semanOcs	  

•  Let’s	  try	  to	  understand	  both	  what	  they	  are	  and	  how	  they	  relate	  

20	  



word2vec 

21	  



Word2vec recipe 

	  

	   	   	  	  	  	  	  	  	  	  	  word2vec	  

	  
Supply	  text 	   	  Wait	  a	  few	  hours 	  Get	  a	  d×|V|	  matrix	  

	   	   	   	   	   	  A	  vector	  for	  each	  word	  

22	  



word2vec 

Instead	  of	  capturing	  co-‐occurrence	  counts	  directly,	  predict	  
between	  every	  word	  and	  its	  context	  	  

Two	  algorithms	  

1.   Skip-‐grams	  (SG)	  
Predict	  context	  words	  given	  target	  (posiOon	  independent)	  

2.  ConOnuous	  Bag	  of	  Words	  (CBOW)	  
Predict	  target	  word	  from	  bag-‐of-‐words	  context	  
	  

Two	  (moderately	  efficient)	  training	  methods	  

1.  Hierarchical	  soEmax	  
2.   NegaKve	  sampling	  

23	  



Word2vec (SkipGram) 

•  Loss	  funcOon	  is	  negaOve	  
probability	  of	  predicOons	  
of	  context	  words	  

•  The	  hidden	  layer	  simply	  
selects	  a	  row	  of	  W	  based	  
on	  the	  input	  word	  

•  This	  is	  then	  mapped	  by	  
another	  matrix	  to	  an	  
output	  probability	  

24	  
These	  matrices	  
	  have	  word	  vectors!	  



Naïve Algorithm 

25	  



Skip Gram Negative Sampling 
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•  Get	  posiOves	  (w,c)	  from	  data	  relaOve	  to	  their	  count	  in	  the	  data.	  
So	  we	  will	  see	  them	  with	  P(w,c)	  

•  Get	  negaOves	  from	  random	  words.	  Since	  these	  are	  encountered	  
relaOve	  to	  the	  frequency	  of	  w	  and	  c	  independently,	  you	  will	  see	  
them	  with	  P(w)P(c)	  



Skip Gram Negative Sampling 
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word2vec is a matrix factorization 

•  So	  we	  are	  basically	  doing	  binary	  logisOc	  regression	  

	  

•  If	  no	  dimensionality	  reducOon	  v·∙h	  =	  PMI(w,c)	  

Levy	  &	  Goldberg,	  NIPS	  2014:	  Neural	  Word	  Embeddings	  as	  Implicit	  Matrix	  FactorizaOon	  	  
28	  



Other neural embeddings work 

Use	  distributed	  representaOons	  to	  give	  a	  language	  model	  
•  Bengio	  (2003)	  NPLM	  

•  Mnih	  &	  Hinton	  (2008)	  Hierarchical	  Log	  Bilinear	  Model	  (HLBL)	  
Learn	  representaOons	  without	  worrying	  about	  normalizing	  to	  
probabiliOes	  

•  Collobert	  &	  Weston	  (2008;	  2011)	  
Make	  it	  much	  faster	  and	  bigger	  by	  simplifying	  to	  bilinear	  models:	  

•  Mikolov	  et	  al.	  (2013)	  
•  Mnih	  et	  al.	  (2013)	  

The	  word2vec	  code	  is	  fast,	  produces	  good	  results	  –	  	  and	  it’s	  from	  
Google	  J	  –	  so	  everyone	  uses	  it.	  
	  
29	  
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Comparison with LSA & GloVe 
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word2vec	  CBOW/SkipGram:	  Predict!	  
•  Train	  word	  vectors	  to	  try	  to	  either:	  

•  Predict	  a	  word	  given	  its	  bag-‐of-‐
words	  context	  (CBOW);	  or	  	  

•  Predict	  a	  context	  word	  (posiOon-‐
independent)	  from	  the	  center	  
word	  

•  Update	  word	  vectors	  unOl	  they	  can	  
do	  this	  predicOon	  well	  

LSA vs. word2vec 

Sec. 18.3 



vs.	  LSA:	  Count!	  
•  Factorize	  a	  (maybe	  weighted,	  maybe	  log	  scaled)	  term-‐

document	  or	  word-‐context	  matrix	  (Schütze	  1992)	  into	  UΣVT	  

•  Retain	  only	  k	  singular	  values,	  in	  order	  to	  generalize	  

[Cf.	  Baroni:	  Don’t	  count,	  predict!	  A	  systemaOc	  comparison	  of	  context-‐
counOng	  vs.	  context-‐predicOng	  semanOc	  vectors.	  ACL	  2014]	  

	  

LSA vs. word2vec 

k 

Sec. 18.3 



COALS model (count-modified LSA) 
 [Rohde, Gonnerman & Plaut, ms., 2005] 



Count based vs. direct prediction 

LSA, HAL (Lund & Burgess), 
COALS (Rohde et al),  
Hellinger-PCA (Lebret & Collobert) 

• Fast training 

• Efficient usage of statistics 

• Primarily used to capture 
word similarity 

• Disproportionate importance 
given to small counts 

• NNLM, HLBL, RNN, word2vec 
Skip-gram/CBOW, (Bengio et al; 
Collobert & Weston; Huang et al; Mnih & 
Hinton; Mikolov et al; Mnih & Kavukcuoglu) 

• Scales with corpus size 

•  Inefficient usage of statistics 

• Can capture complex patterns  
beyond word similarity  

• Generate improved performance  
on other tasks 



RaOos	  of	  co-‐occurrence	  probabiliOes	  can	  encode	  
meaning	  components	  

Crucial	  insight:	  	  

x	  =	  solid	     x	  =	  water	  	  	  	  

large	  

x	  =	  gas	  

small	  

  x	  =	  random	  	  	  	  

small	  large	  

small	   large	   large	   small	  

~1	   ~1	  large	   small	  

Encoding meaning in vector 
differences 
[Pennington, Socher, and Manning, EMNLP 2014] 



RaOos	  of	  co-‐occurrence	  probabiliOes	  can	  encode	  
meaning	  components	  

Crucial	  insight:	  	  

x	  =	  solid	     x	  =	  water	  	  	  	  

1.9	  x	  10-‐4	  

x	  =	  gas	     x	  =	  fashion	  

2.2	  x	  10-‐5	  

1.36	   0.96	  

Encoding meaning in vector 
differences 
[Pennington, Socher, and Manning, EMNLP 2014] 

8.9	  

7.8	  x	  10-‐4	   2.2	  x	  10-‐3	  

3.0	  x	  10-‐3	   1.7	  x	  10-‐5	  

1.8	  x	  10-‐5	  

6.6	  x	  10-‐5	  

8.5	  x	  10-‐2	  



A:	  Log-‐bilinear	  model:	  

with	  vector	  differences	  

Encoding meaning in vector 
differences 

•  Q:	  How	  can	  we	  capture	  raOos	  of	  co-‐occurrence	  probabiliOes	  as	  
meaning	  components	  in	  a	  word	  vector	  space?	  



GloVe: A new model for learning word 
representations [Pennington et al., EMNLP 2014] 



Nearest	  words	  to	  frog:	  

1.	  frogs	  
2.	  toad	  
3.	  litoria	  
4.	  leptodactylidae	  
5.	  rana	  
6.	  lizard	  
7.	  eleutherodactylus	  

Word similarities 

litoria	   leptodactylidae	  

rana	   eleutherodactylus	  
hAp://nlp.stanford.edu/projects/glove/	  	  



Task:	  predict	  the	  
last	  column	  

Word Analogies 
[Mikolov et al., 2012, 2013] 



Model	   Dimensions	   Corpus	  size	   Performance	  
(Syn	  +	  Sem)	  

CBOW	  (Mikolov	  et	  al.	  2013b)	   300	   1.6	  billion	   36.1	  

GloVe	  (this	  work)	   300	   1.6	  billion	   70.3	  

CBOW	  (M	  et	  al.	  2013b,	  by	  us)	   300	   6	  billion	   65.7	  

GloVe	  (this	  work)	   300	   6	  billion	   71.7	  

CBOW	  (Mikolov	  et	  al.	  2013b)	   1000	   6	  billion	   63.7	  

GloVe	  (this	  work)	   300	   42	  billion	   75.0	  

Word analogy task    
[Mikolov, Yih & Zweig 2013a]  



Glove Visualizations 

http://nlp.stanford.edu/projects/glove/  



Glove Visualizations: Company - CEO 



Glove Visualizations: Superlatives 



Analogy evaluation and 
hyperparameters 
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Figure 4: Overall accuracy on the word analogy task as a function of training time, which is governed by
the number of iterations for GloVe and by the number of negative samples for CBOW (a) and skip-gram
(b). In all cases, we train 300-dimensional vectors on the same 6B token corpus (Wikipedia 2014 +
Gigaword 5) with the same 400,000 word vocabulary, and use a symmetric context window of size 10.

it specifies a learning schedule specific to a single
pass through the data, making a modification for
multiple passes a non-trivial task. Another choice
is to vary the number of negative samples. Adding
negative samples effectively increases the number
of training words seen by the model, so in some
ways it is analogous to extra epochs.

We set any unspecified parameters to their de-
fault values, assuming that they are close to opti-
mal, though we acknowledge that this simplifica-
tion should be relaxed in a more thorough analysis.

In Fig. 4, we plot the overall performance on
the analogy task as a function of training time.
The two x-axes at the bottom indicate the corre-
sponding number of training iterations for GloVe
and negative samples for word2vec. We note
that word2vec’s performance actually decreases
if the number of negative samples increases be-
yond about 10. Presumably this is because the
negative sampling method does not approximate
the target probability distribution well.9

For the same corpus, vocabulary, window size,
and training time, GloVe consistently outperforms
word2vec. It achieves better results faster, and
also obtains the best results irrespective of speed.

5 Conclusion

Recently, considerable attention has been focused
on the question of whether distributional word
representations are best learned from count-based

9In contrast, noise-contrastive estimation is an approxi-
mation which improves with more negative samples. In Ta-
ble 1 of (Mnih et al., 2013), accuracy on the analogy task is a
non-decreasing function of the number of negative samples.

methods or from prediction-based methods. Cur-
rently, prediction-based models garner substantial
support; for example, Baroni et al. (2014) argue
that these models perform better across a range of
tasks. In this work we argue that the two classes
of methods are not dramatically different at a fun-
damental level since they both probe the under-
lying co-occurrence statistics of the corpus, but
the efficiency with which the count-based meth-
ods capture global statistics can be advantageous.
We construct a model that utilizes this main ben-
efit of count data while simultaneously capturing
the meaningful linear substructures prevalent in
recent log-bilinear prediction-based methods like
word2vec. The result, GloVe, is a new global
log-bilinear regression model for the unsupervised
learning of word representations that outperforms
other models on word analogy, word similarity,
and named entity recognition tasks.
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Analogy evaluation and 
hyperparameters 

Table 4: F1 score on NER task with 50d vectors.
Discrete is the baseline without word vectors. We
use publicly-available vectors for HPCA, HSMN,
and CW. See text for details.

Model Dev Test ACE MUC7
Discrete 91.0 85.4 77.4 73.4

SVD 90.8 85.7 77.3 73.7
SVD-S 91.0 85.5 77.6 74.3
SVD-L 90.5 84.8 73.6 71.5
HPCA 92.6 88.7 81.7 80.7
HSMN 90.5 85.7 78.7 74.7

CW 92.2 87.4 81.7 80.2
CBOW 93.1 88.2 82.2 81.1
GloVe 93.2 88.3 82.9 82.2

shown for neural vectors in (Turian et al., 2010).

4.4 Model Analysis: Vector Length and
Context Size

In Fig. 2, we show the results of experiments that
vary vector length and context window. A context
window that extends to the left and right of a tar-
get word will be called symmetric, and one which
extends only to the left will be called asymmet-
ric. In (a), we observe diminishing returns for vec-
tors larger than about 200 dimensions. In (b) and
(c), we examine the effect of varying the window
size for symmetric and asymmetric context win-
dows. Performance is better on the syntactic sub-
task for small and asymmetric context windows,
which aligns with the intuition that syntactic infor-
mation is mostly drawn from the immediate con-
text and can depend strongly on word order. Se-
mantic information, on the other hand, is more fre-
quently non-local, and more of it is captured with
larger window sizes.

4.5 Model Analysis: Corpus Size
In Fig. 3, we show performance on the word anal-
ogy task for 300-dimensional vectors trained on
different corpora. On the syntactic subtask, there
is a monotonic increase in performance as the cor-
pus size increases. This is to be expected since
larger corpora typically produce better statistics.
Interestingly, the same trend is not true for the se-
mantic subtask, where the models trained on the
smaller Wikipedia corpora do better than those
trained on the larger Gigaword corpus. This is
likely due to the large number of city- and country-
based analogies in the analogy dataset and the fact
that Wikipedia has fairly comprehensive articles
for most such locations. Moreover, Wikipedia’s
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Figure 3: Accuracy on the analogy task for 300-
dimensional vectors trained on different corpora.

entries are updated to assimilate new knowledge,
whereas Gigaword is a fixed news repository with
outdated and possibly incorrect information.

4.6 Model Analysis: Run-time

The total run-time is split between populating X
and training the model. The former depends on
many factors, including window size, vocabulary
size, and corpus size. Though we did not do so,
this step could easily be parallelized across mul-
tiple machines (see, e.g., Lebret and Collobert
(2014) for some benchmarks). Using a single
thread of a dual 2.1GHz Intel Xeon E5-2658 ma-
chine, populating X with a 10 word symmetric
context window, a 400,000 word vocabulary, and
a 6 billion token corpus takes about 85 minutes.
Given X , the time it takes to train the model de-
pends on the vector size and the number of itera-
tions. For 300-dimensional vectors with the above
settings (and using all 32 cores of the above ma-
chine), a single iteration takes 14 minutes. See
Fig. 4 for a plot of the learning curve.

4.7 Model Analysis: Comparison with
word2vec

A rigorous quantitative comparison of GloVe with
word2vec is complicated by the existence of
many parameters that have a strong effect on per-
formance. We control for the main sources of vari-
ation that we identified in Sections 4.4 and 4.5 by
setting the vector length, context window size, cor-
pus, and vocabulary size to the configuration men-
tioned in the previous subsection.

The most important remaining variable to con-
trol for is training time. For GloVe, the rele-
vant parameter is the number of training iterations.
For word2vec, the obvious choice would be the
number of training epochs. Unfortunately, the
code is currently designed for only a single epoch:



Word Embeddings: Summary 

We	  have	  developed	  models	  that	  can	  translate	  meaningful	  
relaOonships	  between	  words	  into	  linear	  relaOons	  in	  the	  word	  
vector	  space	  

	  
Both	  Levy	  &	  Goldberg	  and	  GloVe	  shows	  the	  connecOon	  between	  
Count!	  work	  and	  Predict!	  work	  –	  appropriate	  scaling	  of	  counts	  
gives	  the	  properOes	  and	  performance	  of	  Predict!	  Models	  

	  



Word Embeddings: Other work 

Can	  one	  be`er	  explain	  word2vec’s	  linear	  structure?	  	  
	  

See	  Arora,	  Li,	  Liang,	  Ma,	  &	  Risteski	  (2015)	  Random	  Walks	  on	  
Context	  Spaces:	  Towards	  an	  ExplanaOon	  of	  the	  Mysteries	  of	  
SemanOc	  Word	  Embeddings.	  [Develops	  a	  generaOve	  model.]	  



Word Embeddings: Word senses   

•  Most	  words	  have	  mulOple	  senses	  
•  E.g.,	  pike	  

•  Most	  current	  models	  just	  give	  one	  vector	  per	  string	  
•  Vector	  is	  (weighted)	  average	  (“superposiOon”)	  of	  all	  the	  
senses	  

•  Just	  a	  liAle	  work	  has	  tried	  to	  model	  mulOple	  senses	  per	  word	  
•  Huang,	  Socher,	  Manning,	  &	  Ng	  2012	  

•  Trask,	  Gilmore,	  &	  Russell	  2015	  

•  Of	  course,	  sentences	  can	  also	  be	  ambiguous	  
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Word Embeddings: Multi-words  

•  There	  are	  many	  mulO-‐word	  expressions	  (MWEs)	  which	  only	  
have	  one	  meaning	  but	  are	  wriAen	  and	  formed	  as	  several	  words	  

•  They	  are	  non-‐composiOonal	  

•  New	  York	  
•  make	  up	  
•  neural	  network	  

•  May	  just	  be	  added	  to	  the	  vocabulary	  
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Representations and levels in 
linguistics 
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Phonetics and phonology 

•  PhoneOcs	  is	  the	  sound	  stream	  –	  uncontroversial	  
•  Phonology	  posits	  a	  small	  set	  or	  sets	  of	  disOncOve,	  categorical	  

units:	  phonemes	  or	  disOncOve	  features	  

•  Perhaps	  universal	  typology	  but	  language-‐parOcular	  realizaOon	  
•  Some	  of	  the	  best	  evidence	  of	  categorical	  percepOon	  comes	  
from	  phonology	  
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Phonetics and phonology 

•  Speech	  systems	  normally	  treat	  phonemes	  somewhat	  loosely	  –	  as	  
“phones”	  

•  They	  actually	  model	  triphones	  –	  a	  phone	  in	  context,	  since	  
realizaOon	  of	  phone	  varies	  greatly	  according	  to	  context	  
•  These	  are	  then	  automaOcally	  clustered	  to	  reduce	  their	  number	  

•  Above	  is	  mainly	  true	  of	  tradiOonal	  or	  DL	  speech	  systems	  
•  Though	  system	  may	  map	  directly	  to	  words	  or	  leAer	  sequences	  
rather	  than	  explicitly	  having	  a	  phone	  representaOon	  level	  

•  Less	  depth	  of	  representaOon	  than	  tradiOonal	  linguisOcs!	  
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Writing systems 

Most	  deep	  learning	  NLP	  work	  begins	  with	  language	  in	  its	  wriAen	  
form	  –	  it’s	  the	  easily	  processed,	  found	  data	  

	  

But	  human	  language	  wriKng	  systems	  aren’t	  one	  thing!	  
•  Phonemic	  (maybe	  digraphs) 	  jiyawu	  ngabulu	  	  

•  Fossilized	  phonemic	  system 	  thorough	  failure	  
•  Syllabic/moraic	   	   	  ᑐᖑᔪᐊᖓᔪᖅ	  
•  Ideographic	  wriOng	   	   	  去年太空船二号坠毁 
•  CombinaOon	  of	  the	  above 	  インド洋の島	
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Writing systems 

WriAen	  languages	  vary	  in	  how	  they	  represent	  words	  –	  or	  don’t	  
	  

•  No	  word	  segmentaOon	  	  美国关岛国际机场及其办公室均接获 

•  Words	  segmented	  

•  CliOcs?	  
•  Separated 	  Je	  vous	  ai	  apporté	  des	  bonbons	  
•  Joined	   	ههاا+ نناا+  ققاالل+فف  	فف+ ققاالل+ نناا+ ههاا     =	  	  	  so+said+we+it	  

•  Compounds?	  
•  Separated 	  life	  insurance	  company	  employee	  

•  Joined	   	  LebensversicherungsgesellschaEsangestellter	  
56	  



Morphology 

•  TradiOonal	  morpheme	  as	  smallest	  semanOc	  unit	  
•  [[un	  [[fortunate]ROOT]STEM]STEM	  ly]WORD	  

	  
•  Deep	  learning:	  Very	  liAle	  studied,	  though	  one	  aAempt	  with	  

recursive	  neural	  networks	  (Luong,	  Socher,	  &	  Manning	  2013):	  
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Possible	  way	  of	  
dealing	  with	  a	  
larger	  vocabulary	  –	  
most	  unseen	  words	  
are	  new	  
morphological	  
forms	  (or	  numbers)	  



Morphology 

•  AlternaOve	  is	  to	  work	  with	  character	  n-‐grams	  
• Wickelphones	  (Rumelhart	  &	  McClelland	  1986)	  

•  MicrosoE’s	  DSSM	  (Huang,	  He,	  Gao,	  Deng,	  Acero,	  &	  Hect	  
2013)	  

•  Can	  give	  many	  of	  the	  benefits	  of	  morphemes	  more	  easily?	  
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Syntax: Sentence structure 

•  Dependency	  syntax	  

	  

•  ConsOtuency	  syntax	  

Sort	  of	  almost	  gives	  a	  shallow	  semanOcs	  
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Semantics and Pragmatics 

•  SemanOcs:	  Inherent	  meaning	  of	  a	  linguisOc	  unit	  
•  PragmaOcs:	  InterpretaOon	  of	  meaning	  in	  context	  

•  Many	  of	  our	  empirical	  models	  necessarily	  mix	  in	  pragmaOcs;	  
not	  necessarily	  a	  bad	  thing	  

•  Types	  of	  semanOcs:	  
•  DistribuOonal	  semanOcs:	  cold	  is	  like	  hot	  

•  Frame	  semanOcs:	  cold	  takes	  a	  theme	  and	  opOonal	  experiencer	  
•  That	  pipe	  feels	  cold	  (to	  me)	  

•  Model-‐theoreOc	  (denotaOonal	  semanOcs)	  
•  Map	  language	  onto	  an	  executable	  model	  
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Semantics 

Frame	  semanOcs	  /	  semanOc	  roles	  –	  more	  normalizaOon	  than	  syntax	  
	  

	  
	  

	  

Formal	  composiOonal	  semanOcs:	  building	  executable	  logical	  forms	  
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Reference/anaphora 
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Word embeddings: syntax vs. semantics 

•  Word	  embeddings	  can	  be	  biased	  to	  model	  either	  semanOcs	  or	  
syntax	  

•  Either	  carrying	  is	  biased	  to	  be	  nearer	  to	  transpor6ng	  
•  Or	  carrying	  is	  biased	  to	  be	  nearer	  to	  carry,	  carried	  

•  Using	  bag	  of	  words	  contexts	  biases	  to	  semanOc	  similarity	  

•  Good	  for	  word	  similarity	  tests,	  bad	  for	  linguisOc	  analysis	  
•  Google	  word2vec	  or	  GloVe	  vectors	  

•  Using	  linear	  order	  of	  bags	  of	  dependency-‐labeled	  context	  biases	  
for	  syntacOc	  similarity	  

•  Good	  for	  things	  like	  part-‐of-‐speech	  tagging	  and	  parsing	  
•  Collobert	  &	  Weston	  vectors,	  Levy	  &	  Goldberg	  dependency	  vectors	  
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Envoi 

•  There	  are	  very	  good	  reasons	  to	  want	  to	  represent	  meaning	  with	  
distributed	  representaOons	  

•  So	  far,	  distribuOonal	  learning	  has	  been	  most	  effecOve	  for	  this	  

•  But	  cf.	  [Young,	  Lai,	  Hodosh	  &	  Hockenmaier	  2014]	  on	  
denotaOonal	  representaOons,	  using	  visual	  scenes	  

•  A	  pressing	  quesOon	  is	  modeling	  reference	  versus	  similarity,	  and	  
that	  also	  suggests	  a	  denotaOonal	  model	  


