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Introduction & background

Binary Cascade Dyna (BCD) for
sampling-based MDP planning

Experimental results

Relation to existing work



Markov decision pocesses
(MDPSs)

state St

action at

Policy
reward rt

St+1
St, At —» St+1,l1+1

Mt+1

State transition model:
P(s’|s,a) = Pr(st+1=s’ | st=S, at=a)



Markov decision pocesses
(MDPSs)

state st
action at

Policy
reward rt
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St, At —» St+1,l1+1
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Reward model:
R(s,a) = E(rt+1 | st=s, at=a)



Markov decision pocesses
(MDPSs)

state st
action at

Policy
reward rt

St+1
St, At —» St+1,l1+1

Mt+1

Policy:
n(s,a) = P(at=a | st=s)



MDP Planning

Using knowledge of the model (state transition
probabilities and expected rewards), compute a
policy ! ' such that

|
- #

T = argmaxi E Tto1
t=0

If the model is not provided, it has to be learned
from experience

For MDPs with large state spaces, it is
unfeasible to represent the model exactly



Sampling-based MDP plannit

Trajectory 1

Trajectory2
Generatie %
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[Sutton (1990)Moore &Atkeson (1993)Peng &Williams (1993);
AtkesonMoore & Schaal (1997)uaev & Sutton (1996)]



Generatie MDP models




Cascade sampling
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Cascade sampling
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Cascade sampling
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Binaly Cascade Dyna (BCD)

How do we represent each conditional
distribution?

Given finite resources, either:

the random variable is binary (or finite-range
discrete)

the form of the distribution has to be
constrained (e.g., Gaussian)



Binaly Cascade Dyna (BCD)

How do we represent each conditional
distribution?

Given finite resources, either:

the random variable is binary (or finite-range
discrete)

the form of the distribution has to be
constrained (e.g., Gaussian)



Regession ér each componen

Possible because, if X is a binary random variable:

P(X=1) is sufficient for representing its distribution

P(X=1) = E(X) parameter vector
Online logistic regression: for action a ar_1d
component i
log-linear representation /

P = = e L TR), 1000 = i o

online gradient descent on the log-likelihood
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Examplesoft obstacle domain
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Objectiv e:
- Get from Sto G
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Examplesoft obstacle domain
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The soft obstacle domain as an M

_____

(1,1)

State:
Actions: N,S,E.W

Reward: -1 per time
step

Episodic cumulative
reward task



BCD on the soft obstacle dome

(1,1)

Update model :
cascade architecture
+
regression for
each component
(e.g., logistic regression)

(0,0)



BCD on the soft obstacle dome

(1,1)

Update policy :
any direct RL method
- we used linear Sarsa(0)

(0,0)



BCD on the soft obstacle dome

(1,1)

Sample trajectory
learned cascade sampling
model

(0,0)



BCD on the soft obstacle dome

(1,1)
SO
Update policy
x x x X x XX ~77 from sampled trajectory
-G again, we used
t--- linear Sarsa(0)

(0,0)



Advantages and drdoacks of BCI

Any regression method can be used for learning
and representing the probabilities of individual
components, and any model-free method can be
used for learning from samples

The cascade architecture generates samples from
the correct joint distribution if the individual
distributions are modeled accurately

The components have to be binary

The function approximator will implicitly restrict the
class of distributions that can be modeled



Empirical illustration

Intuitively, model-based methods should be

more data-efbcient than model-free
methods , because they store an additional
summary of past experience (the model)

more data-efbcient for a second task than
for the brst , because the model learned
while solving the first task can be reused

Do these hold for BCD?



Testbed 1Soft Obstacle Domail
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Testbed 1Soft Obstacle Domail
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Experiment description

Compared BCD to model-free Sarsa(0)

The 426-dimensional binary feature vectors
were produced by tile coding

Measured the total number of episodes
computed up to time t, for various values of t

The agent had knowledge of the goal change

The feature corresponding to G2 was labeled
as ‘terminal’ when the goal changed



Binaly features br the soft
obstacle domain via tile codin
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Binaly features br the soft
obstacle domain via tile codin
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Experiment description
(parameters)

Sarsa(0) learning rate: a <H0.1,0.2,0.4,0.8}
Logistic regression step-size: 3 <H2,4,8,16}

€-greedy exploration, € = 0.1

Number of trajectories sampled at each time
step (starting from the current state): 1

_ength of each trajectory: 20

Results averaged over 30 runs
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Results (Prst 20,000 time step
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Testbed 2Stochastic Mountain C:
Goal

Continuous 2D statex,V  Reawyards:-1 per step+100
Three actionsgR,0 for reaching gal



Experiment description

Again, compared BCD to model-free Sarsa(0)
Tile coding produced 969-dimensional vectors

Same parameter values, except that for BCD a and 3
were kept to their best value

Two ways of initializing the weights for the model:
all zeros
by pre-learning during 100,000 steps of interaction

Results averaged over 30 runs
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Empirical study - conclusions

The main problem seems to be that model
learning is too slow

The good news is that, for these problems at
least, the representation used was adequate

the errors in model representation weren'’t big
enough to significantly affect the quality of the
learned policy

As things stand, BCD appears to be appropriate
for multiple tasks in the same environment



Relation to existing wrk

Existing representations for generative MDP models:
Specialized function approximation
state aggregation [Kuvayev & Sutton, 96]

dynamic Bayes nets [Tadepalli & Ok, 96; Andre,
Friedman & Parr, 98]

General regression, but only for representing the
first two moments (or less)

BCD is a third kind of approach, relying on sufficiently
expressive binary features



Relation to existing wrk

The cascade sampling model is, in fact, a dynamic Bayes
net, but one that does not make conditional independence
assumptions

though the the conditional probabilities have been
represented using function approximation before
[Sallans, 02; Degris et al., 06]

The idea of cascade sampling has been used before
for representing multivariate binary distributions [Frey, 98]

for assigning credit to actions in reinforcement learning
problems [Kaelbling, 93]



Future work

Empirical results are not that impressive
Make model-learning more data-efficient
Compare with Least-Squares Policy Iteration
Large action spaces
Non-binary features
Sample starting states, prioritized sweeping

Understand what type of environments BCD
would work well in



Questions
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