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Introduction

Problem and Solution Intuition

» A solution is to decompose the problem into smaller problems

> Sub-problem represents a planning problem
» Sub-problem can be solved independently

» We'll decompose the problem hierarchically

Dietterich, '97

» Reminiscent of the way humans plan
» Re-use known plans
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MDP formalism

MDP: 5-tuple (S, A,~,Prs, R)

S, set of states of an agent in the environment

v

A, set of actions available to an agent
Pr(s’|s, a), transition probabilities

R(s, a), utility associated with a state-action pair.

vV v.v Vv

v, discount factor
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Background
MDPs mechanics

» Goal is to find a mapping from states to actions, a policy
T:Ss—a

a policy can be also be stochastic, 7 : s,a — [0, 1]

» But, how good is a policy ?

V™(s)=E {nytR(s,ﬂ(s))]s = St}
t=0
V7(s) = R(s,m(s)) +7 Y P(s|s,w(s))V(s)

s'eS
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Background

Solving MDPs

» Policy Iteration (i.e., a search in policy space)
1. Policy Evaluation:

V'™(s) = R(s,n(s) —l—ZPr "Is, w(s))V™(s"), V. (1)

2. Policy Improvement:
7(s) = arg max {R(s, a) + Z Pr(s'|s, a) V(s')} ,Vs (2)
» This algorithm is shown to converge to the optimal policy (7*) in the

limit
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Background

Encoding a policy in a Finite State Controller, (Kaebling et

al. 1996)

» A finite state controller
can be represented as a
graph, G = (N, E)

» A mapping from nodes to
action, a: n— a

» A mapping from current Blns, 01) B(na, 012)

node and observation to
next node, 3:n,0 — n

» At execution time simply
follow the edges given B(na,01)
observations and execute
the action at each node

SWEL



An example of solving a for a POMDP policy encoded as

FSCs

» Input: POMDP, nodes
A = {Pickup, Putdown, North}, O = {wall, noWall},S,~,Prs,Pro, R
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Background

An example of solving a for a POMDP policy encoded as

FSCs

» Input: POMDP, nodes
A = {Pickup, Putdown, North}, O = {wall, noWall},S,~,Prs,Pro, R

» Qutput:
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Background

Can we use controllers to find good policies ?

» (Hansen '98) has shown a method for policy iteration algorithm using

FSCs
» What about framing the problem as an optimization problem ?
> ldea is to set the parameters of the FSC as variables of the
optimization problem (number of nodes is fixed)
» Objective: Maximize the sum of future reward from a starting node

» Variables: «, 3, V,(s)
» Constraints: V,,(s) = R(s,a) + 7>, Pr(s'ls,a) Pr(o|s’, a) Vi(s")
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Background

Two techniques to optimize fixed-size controllers

1. Poupart and Boutilier ('03,'05)

2. Amato et al. ('07) formulation,
quadratically constrained optimization
program

B(ny,01)

max g bo(s) Vi, (s)

such that

V,(s) = Z Pro(aln) R(s, a) + 27 Pr(s'|s,a) Pr(o|s’, a) Pra g(n’, aln, 0) Vi (s")
—— —_—————— ——

a s’,o
y X1 X{1,2} y



Background

Hierarchical Decomposition

» Hierarchy in terms
of actions

Dietterich, '97
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> Fully-observable domains (Thrun '94, Parr '97, Dietterich '98 ,

McGovern '01, Hengst '02)
» Partially-observable domains (Wiering '97, Pineau '04, Theocharous

'05)
> In theory a hierarchical decomposition can reduce the size of the
search space from exponential to linear
» Main limitation is that none of them discover a hierarchy in partially
observable domains

> Induces a bias
» Needs a human expert of each domain in which planning is needed
» Automatic methods could potentially discover unknown properties of

certain problems
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» We can decompose a POMDPs action or state space in order to gain
tractability

We are looking for:

» An automatic method to discover hierarchies
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Encoding a policy into a Hierarchical Finite State

Controller (HFSC)

Extension of work done by (Hansen and Zhou '03)
Combine the idea of Hierarchy and that of FSCs

Now, there are concrete (n) and abstract nodes (7)

vV v vy

New mapping, n — a

B(na, 02) B(na, 01), B(na, 03)
Higher ([ ooy oy o peacl
level

Lower
level

B(ng, 0)
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Hierarchy discovery

Advantage of HFSCs

» For a given number of nodes, hierarchical controller can encode more
expressive policies:

Hierarchical controller Equivalent Flat controller

1) -
= @
ozofore
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Hierarchy discovery

Hierarchy Discovery

» Input: specification of a POMDP, a fixed number of nodes

» Qutput:
B(ne,00) B(ns. 1), B(na. 02)
Higher ([, ouny/ o imey - o]
level
Lower
level

> Let's frame it as an optimization problem

BWEL



Hierarchy discovery

Optimizing Hierarchical Controllers

Value function for concrete nodes (exactly as Amato et al. '07):

Vi(s) = Z [Pr(a|n) R(s,a)
y acA M
+ Z Pr,(s'|s,a) Pr(o|s’,a) Pr(n’,aln,0) Viy(s') | Vs,n

! /
s’eS,0e0,n"eN M y
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Hierarchy discovery

Optimizing Hierarchical Controllers (Continued)

Value function for abstract nodes:

Prn ,aln, o) @

nbeg'” /
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Hierarchy discovery

Optimizing Hierarchical Controllers (Continued)

Value function for abstract nodes:

Prn ,aln, o) @

nbeg'” /

oc(n',s'|n, s), is the occupancy frequency
» Frequency by which, having started in state s and node n, you end up
in state s’ and node n’

» Its purpose is to indicate the probability of ending up in state s’ after
having executed an abstract action
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Hierarchy discovery

Optimizing Hierarchical Controllers (Continued)

Value function for abstract nodes:

Prn ,alm, o) @

Pr(npeg|nt) K

oc(s’, n'|so, o) = 8(s', n', s0, o) + Z
—_——

s€5,0€0,acA
w
Z oc(s, n|so, no) Pry(s’|s, a) Pr(o|s’, a) Pr(n’, a|n, o)} n concrete
—— ———
neN
w X
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Hierarchy discovery

Optimizing Hierarchical Controllers (Continued)

Value function for abstract nodes:

Pr (n',aln, o) @

nbeg'” /

Vi(s) = 3 Pr(noeg|®) [ Vo, (s) +
M Npeg €N V
z y

Z 0C(Send, Nend|S, Nbeg) [Pr(n’, a|n, o) R(Send, a)

Send €S,a€A,n" €N

+ Z Pr.,(s'|Send, @) Pr(ol|s’, a) Pr(n’, a|f, 0) Vn/(s/)H Vs, n
s'€S,0€0 Y
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Hierarchy discovery

Some facts about this new optimization problem

» Non-Linear (i.e., quarticly constrained)
» Non-Convex
» Only a local maximum is guaranteed to be found

» All variables are continuous

EL



Hierarchy discovery
How to solve the optimization problem

1. Using Non-Linear Problem (NLP)
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2. Mixed-Integer Problem (MIP)
> Instead of having stochastic controllers let's use deterministic
controllers
The parameters of the controllers become integer variables:
Pr(n’,aln,0) € {0,1}
We can do the same thing for the oc variables if we wish.
C+(B-1)Uc<D<C+(B-1)L¢
» Apply disjunctive programming - <D < BU¢
» Take two variables that are multiplied together:
C is continuous and B is binary.
» We obtain a mix of integer and continuous variables (linear
guaranteed to find an optimal solution or non-linear)

3. lterative approach reminiscent of Policy Iteration (BHPI)
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Hierarchy discovery
Some Experiments

The Paint Problem (|S| = 4,|A| = 4,|0| = 2) - (V* = 3.20)

Optimization Problem | Solver 4 nodes (3/1)
Time |V

NLP SNOPT 2s 0.48146
filterSQP <1ls |329

MILP (BHPI) Cplex 13s 3.29

MILP CPLEX 3028s | 2.077
MINLP BB | < 1s | 3.29

MINLP Bonmin 42s 3.12
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Hierarchy discovery

Policies for the Paint problem

BHPI's hierarchical policy
Pineau's flat policy

-Blemishe' .
Inspect Reject

Blemished

Abstract/Ship

Blemished

Unblemished
Inspect

Unblemished

Unblemished

BWEL



Hierarchy discovery

Another experimental result

The Shuttle problem (|S| = 8,|A| = 3,|0] =5) - (V* =32.7)

4 Nodes (3/1) 7 Nodes (4/3)
Optimization Problem | Solver Time \% Time V
NLP SNOPT 2s 31.87 || 26s 31.87
filter 4s 18.92 || 994s 18.97
MILP (BHPI) Cplex 85s 18.92 || 10076s 31.87
MILP CPLEX > 20000s | N/A || > 20000s | N/A
MINLP_BB || 4s 18.92 || N/A
MINLP Bonmin 141s 24.49 || N/A
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Conclusion

Summary

» We have shown a principled way of discovering a hierarchy

» Solving the optimization problem yields the optimal hierarchy and the
optimal policy of a given POMDP
» This approach is less restrictive than other approaches

» We have shown several methods to tackle the non-convex
optimization problem

» Linear and Non-Linear Reformulations
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Conclusion

Future Work

» Scalability
» Relaxation of the problem
Iterative method using MINLP solvers
Global optimizers
Reduce the burden of our search

v vy

» Can we find an application for recursive controllers ?
» Apply the same idea to fully-observable domains

» Extensions to Reinforcement Learning ?
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